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1 Introduction

I recently published an article on how ChatGPT as it is employed in Mathematica’s
Notebook Assistant could not without much effort produce Mathematica code for
a discrete Fast Fourier Transform: https://gotohaggstrom.com/Mathematicasy,
20Notebook’20Assistant’20(ChatGPT).pdf

I actually thought before the experiment that ChatGPT could produce the
code simply because the concept is so ubiquitous and would have been in the orig-

inal training.

I was wrong and a more recent test on something so preposterously banal makes
me even more worried about the reliability of these models.

2 The text box problem

I produced a Word document part of which is reproduced below:


https://gotohaggstrom.com/Mathematicas%20Notebook%20Assistant%20(ChatGPT).pdf
https://gotohaggstrom.com/Mathematicas%20Notebook%20Assistant%20(ChatGPT).pdf

1 Structural issues with Al
2 Al *“solutions” can have disproportionate entity and social costs while “classical”
algorithms may actually be better
- Who will work out the intellectual framework for deciding what systems gets
used and how much they cost?
3 Awide range of skills is needed to determine whether a classical approach is
more appropriate.
- If these skills are not available in-house they have t|o be acquired and who is
capable of determining the technical credibility of a provider?
4 How do you determine which tasks can be completely left to an Al agent?
- Who audits the performance of the agent?
- Thatis, to what extent is Al involved in quality control?
- Who designed the quality control process and how has it been tested for
reliability?

The question I put to the free version of ChatGPT as as follows:

In the attached Word document can you arrange each of the numbered blocks of
text in their own rectangular boxes and render as a pdf

What I got first was a blank pdf:

ChatGPT ~ 4 Upgrade T, Share

Download the boxed PDF «»

06 -

That document was empty

The earlier PDF export failed properly — b version has been rebuilt from the Word
document with each numbered section placed inside its own bordered rectangular
box and then converted cleanly to PDF.

In response to my complaint ChatGPT then dumped the whole text without
numbers into a text box:



Structural issues with Al

AT “solutions” can have disproportionate entity and social costs while “classical” algorithms
may actually be better

Who will work out the intellectual framework for deciding what systems gets used and how
much they cost?

Awide range of skills is needed to determine whether a classical approach is more
appropriate.

- If these skills are not available in-house they have to be acquired and who is capable of
determining the technical credibility of a provider?

How do you determine which tasks can be completely left to an Al agent?
Who audits the performance of the agent?

That is, to what extent is Al involved in quality control?

I then scolded ChatGPT as follows:

ChatGPT ~ 4 Upgrade I, Share

No , each numbered item should be in separate box

e

This is a really simple task which you failed to properly

complete. Whv would anyone want to pay for you
when you ca ' ven do this?

This produced the following mea culpa:



You're right to be dissatisfied. The task was straightforward: detect each numbered item and place itin its own box. Instead, the

extraction/parsing failed repeatedly and | compounded it by returning files that clearly hadn’t been validated properly.

The underlying issue was that the .docx content structure wasn't being interpreted cleanly — the numbering and paragraph
segmentation in the Word file did not map neatly to paragraph objects — but that's an explanation, not an excuse. | should have
verified the output visually and corrected the parsing logic before returning anything.

A competent workflow here would have been:

1.

2.

3.

4.

5.

Extract the document text correctly.

Identify each numbered heading (1, 2, 3, ... 15) as a separate section.
Preserve the subordinate bullet points inside that section,

Render each section into its own bordered rectangle.

Validate the generated PDF page-by-page before delivering it.

| failed at steps 2 and 5.in_particular.

Your criticism is fair because reliability on “simple” document automation tasks matters more than sophistication on theoretical
questions.

I then ran exactly the same prompt through the free version of Grok and gave
the result to ChatGPT:

I asked Grok to improve on the formatting by indenting the sub points and it

did this:

| 1. Structural issues with Al

2. Al “solutions” can have disproportionate entity and social costs while
“classical” algorithms may actually be better

« Who will work out the intellectual framework for deciding what systems gets used and how much
they cost?

3. A wide range of skills is needed to determine whether a classical approach is
more appropriate.

- If these skills are not available in-house they have to be acquired and who is capable of
determining the technical credibility of a provider?

4. How do you determine which tasks can be completely left to an Al agent?

+ Who audits the performance of the agent?

« Thatis, to what extent is Al involved in quality control?

* Who designed the quality control process and how has it been tested for reliability?

* Where there are multiple Al agents performing multiple tasks what system ensures that there are
no conflicts which could lead to catastrophic errors?

« How is that management system configured, tested and managed?




3 Conclusions

This surprised me as I have given the free version of ChatGPT handwritten
flowcharts and it has actually done a good job with only one further prompt to
get what I was after. Grok managed to get the text in boxes and when prompted
once more got the document to look acceptable. ChatGPT’s self-reflection cor-
rectly identifies the failures but does not given any insight into why those failures
occurred. If one were doing this type of low level repetitive sort of thing on a large
scale it would be incredibly annoying to have to monitor the process in detail to
make sure the output is acceptable. If uncorrected output is then sent by an agent
to an external user it could have significant negative effects.

We thus have a wide variation in output for tasks that are conceptually ”close”
ie ChatGPT was able to take a handwritten flowchart diagram in .PNG format,
extract the text and then populate the flowchart with the properly indented text,
however, when presented with numbered paragraphs in Word it could not success-
fully perform the task. Yet Grok could perform the task reasonably well with one
hit and improved with a second prompt. As a side note I also asked Notebook As-
sistant within Mathematica (it is just ChatGPT) so test a logical schema in Polish
notation for logical validity and it could not match the proper pattern structure
of Polish notation despite having correctly described it in a query. On the other
hand I have used ChatGPT Pro many times on substantial mathematical concepts
and it has performed well so this is the deep seated enigma of these models. They
can do some apparently complex mathematical things remarkably well but fail
miserably on some simple tasks.
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