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1 Introduction

Once ChatGPT became available it became clear to Stephen Wolfram, the inventor
of Mathematica and the CEO of Wolfram, that it could be a very useful adjunct
to Mathematica so he did a deal with OpenAI to integrate it into Mathematica.
Wolfram had earlier asked me to review his book on ChatGPT for Amazon which
I did. Being a long term Mathematica user I was happy to pay extra to have
Notebook Assistant( NA). It is essentially ChatGPT within Mathematica. I was
critical of its initial implementation which felt to me a bit like beta testing. Errors
occurred and I was directed to GitHub even though I was paying full freight for the
service, but those initial teething problems have disappeared. There is no doubt
that NA is extremely efficient for certain lower level types of tasks because you
can, with one click, paste and evaluate the Mathematica code it has generated.
However, as with all Large Language Models (LLMs) you have to be careful at
a detailed level. In the context of my paper titled “The basics of Tauberian the-
ory” ( https://gotohaggstrom.com/ThebasicsofTauberiantheory.pdf ) I tried
to use NA in the context of solving the delayed differential equation that arises in
the famous Rényi Parking Problem and it could not do it and even after I tried
multiple approaches and much cajoling it could only come up with something that
was way off the asymptotic behaviour of the well known theoretical answer.

More recently I thought I would test it on a problem that was so well known
that the original training set would have undoubtedly covered it so that I believed
there was a high probability it would provide the correct answer efficiently. I was
wrong. I raised the problem with ChatGPT 5.2 outside Mathematica and did no
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better. At the time I did the test NA actually used ChatGPT version 4 even
though it costs the same as ChatGPT 5.2, so there is a pricing issue there. I
tried free versions of Claude and DeepSeek. I asked the free version of DeepSeek
to analyse whether my Mathematica code was correct and in an 82 page (yes 82
page) stream of consciousness mental dump that has to be seen to be believed. I
will come to it in more detail later. Finally I simply used ChatGPT 5.2 to give
me a C++ executable for a discrete Fast Fourier Transform (FFT) so that I could
then do some more comparisons. It is interesting to understand the problem and
see how these LLMs tackled it.

2 Getting NA to produce Mathematica code for a discrete

Fast Fourier Transform

If you want to multiply very large numbers in Excel, for instance, the maximum
that can be represented is about 1.8× 10308 with 15 digits stored reliably (at least
according to Copilot). But this is a small number compared to large Fermat num-
bers and large Mersenne primes. As of October 2024 the largest Mersenne prime
is 2136279841 − 1 which has 41, 024, 320 digits. This is a much larger number than
can be represented in Excel. The Great Internet Mersenne Prime Search (GIMPS)
has been going on for about 30 years and employs an FFT written in assembly
language by George Woltman to perform the massive calculations. In the late
1990s I cooked a motherboard running GIMPS programs in the background 24
hours a day for probably 2 years. Alas I didn’t find a Mersenne prime.

The FFT is such an important algorithm it would undoubtedly have been con-
tained in ChatGPT’s original training set so it was reasonable to expect NA to
come up with some useful Mathematica FFT code. The question I put to NA was
this:

I want to multiply 123456789101112131415161718192021 by
34567891234567895678901297765441290876. Can you develop code using the Fast
Fourier Transform to perform this multiplication and also check that the answer
is consistent with Mathematica’s inbuilt functions?

Here is what NA did:
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At this point it tried to implement its code but failed as it was not able to retrieve
the product using Mathematica’s inbuilt large number routines. Its logic is on the
right track with padding of a standard length as a power of 2 and it is concerned
about the size of imaginary components:

NA still could not retrieve the built in result but it did produce a result from its
code which conflicted with Mathematica’s built in routines and I pointed this out
to NA:
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NA then tried to self-diagnose the problem and suspected it had got carry logic
wrong:
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At this stage I presented NA with some Mathematica code for an FFT which I
wrote a long time ago and asked it to analyse it. It notes that its Fourier inversion
omitted a scaling factor of

√
n. The default Fourier transform with FourierParam-

eters {a, b} → {0, 1} vs of a list us in Mathematica is:

1√
n

n∑
r=1

ure
2πi(r−1)(s−1

n (1)

The default inverse transform is:
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1√
n

n∑
s=1

vse
2πi(r−1)(s−1

n (2)

Call me old fashioned but I would have expected the integration of ChatGPT
with Mathematica to actually capture all this stuff.

The code with the output from the problem are below:

NA went on to analyse the code as follows:
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So NA got there in the end but the simple reality is that it could not actually
generate the code that worked and could not even invoke Mathematica’s inbuilt
arithmetic routines which is bizarre. Copilot which is also based on ChatGPT 4
has demonstrated a similar inability to invoke Microsoft resources in which it is
embedded.

The Mathematica Chat notebook is available here:https://gotohaggstrom.com/
FFTChatnotebook.pdf

3 So how did Claude handle the problem?

What I did with Claude was to ask it whether my Mathematica code was accurate
and this is how it responded is set out below. I suspect that Claude is a closet
Bourbakist. I later asked it to actually produce Mathematica code and it did it :
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Here is my Mathematica code output for the 1000 digit case:
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Interestingly it, like a politician, hedged its bets. This is algorithmic mendacity
on a colossal scale. The algorithm will either work for arbitraty length strings or
it won’t. These models engage in a form of a mathematical costume drama where
they pretend to have as much money or influence as Mr Darcy in Jane Austen’s
“Pride and Prejudice”. I asked for an apology and I got one but I doubt it was
“heart felt”!
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4 Claude comes up with the goods when specifically asked

I asked the free version of Claude Sonnet 4.6 to generate Mathematica code for a
discrete Fourier transform to multiply two large numbers. On its first attempt it
came up with this:
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After one prompt pointing out the error it came up with this:
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Here is the proof that Claude 4.6 got the product of two 1000 digit numbers
right:
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5 How did the free version of Deepseek handle the problem?

I ran the same problem through Deepseek and it produced an 82 page stream
of consciousness which can be downloaded here: https://gotohaggstrom.com/
DeepseekFFTresponse.pdf Deepseek spent a lot of time working out the scaling
factor 1√

n
for the inverse transform based on the default Mathematica settings for

the Fourier transform. It finally convinced itself that I was right. Bizarrely it said
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this about Python code to calculate the product of two large numbers:

” Why didn’t you simply use Python’s inbuilt arithmetic?

We need to answer why we didn’t simply use Python’s built-in arithmetic in
the context of evaluating the FFT algorithm’s correctness. The user provided a
large multiplication product, and we are to judge whether the algorithm gave the
correct result. We might have used Python to verify, but we didn’t show that.
The question is ”Why didn’t you simply use Python’s inbuilt arithmetic?” Possi-
bly the user is asking why we didn’t just do a direct multiplication to check the
result, instead of reasoning about the algorithm’s correctness. We need to respond
appropriately. Given the conversation: The user gave two huge numbers A and B,
and claimed AÖB equals a huge number. They then ask: ”Try multiplying these
2 numbers using whatever method you choose and then check the answer you get
with what my algorithm gives: A = ... B = ... A Ö B = ...” So they want us to
verify that the product they provided is indeed the product of A and B. In the
previous response, we reasoned about the algorithm’s correctness and did a small
sanity check (last digits) and digit length, concluding it’s correct. The user then
asks why we didn’t simply use Python’s built-in arithmetic. Perhaps they expected
a direct verification using Python’s big integers. But as an AI, we cannot execute
code directly in this environment, but we can simulate or reason. However, we can
explain that we performed a check using Python mental arithmetic or note that
we cannot run code but can reason about the output. The user might be pointing
out that we could have just multiplied them with Python to verify, but we didn’t.
We need to respond appropriately.

We should explain that as an AI, we don’t have direct access to a Python in-
terpreter, but we can still perform logical verification. But we can also mention
that the product matches a quick check (like last digits and magnitude) which
strongly suggests it’s correct, and the algorithm in the code is known to be correct
for such numbers if implemented correctly, though it may have precision issues for
extremely large numbers. But we could also note that using built-in arithmetic
would be trivial if we could run code.”

If you follow Deepseek’s thinking it is likle watching someone build a pyramid
with a tiny trow.
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6 Using ChatGPT to produce C++ code

This worked first time which is not really surprising since the actual C++ code
is ubiquitous. It produced code which simply used the two numbers involved
in the original prompt ie 12345678901234567890 and 98765432109876543210. The
product of those numbers is 1219326311370217952237463801111263526900 and the
C++ code gave the same result:
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7 So what is the overall conclusion?

I have used NA to speed up little jobs within Mathematica and it is certainly very
useful for quickly getting a project going. The difficulty is that with very ”meaty”
mathematical problems ALL the LLM models have issues and you have to analyse
every step very carefully. I have been surprised by how ”insightful” the models can
be with some issues and then appalled by their failures on simple matters. A classic
recent example occurred when I gave a simple problem from Dr Barker’s Youtube
channel to the free version of ChatGPT: https://youtu.be/AvVlUYob5gM?si=
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qp uSMCRnS7WDqWG. The problem was to calculate the following derivative:

d100

dx100

(
x99e−

1
x

)
(3)

Here is ChatGPT’s answer and reasoning:

This is complete nonsense - write out the series expansion and you will see why.
The correct answer as Dr Barker shows is:

e−
1
x

x101
(4)

When ChatGPT was contested it said the following:
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Remember this is the free version of ChatGPT. For reasons I will explain later
I did not test this problem using the Pro version. I then put the same problem to
NA within Mathematica and got a much more cautious answer:
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7.1 Why I didn’t do all the tesing with ChatGPT Pro

The simple reason is because I moved house and my tower was in storage I was
using a laptop and ChatGPT could not work out who I was and I was unable to
get into my account and update an old email address that I had used when I set
up the account. This led to hilarious and commercially incompetent exchanges. It
went like this:

Me: ChatGPT - you are charging me for a service I cannot use on my laptop
and I cannot get into the account to work out what is wrong.

ChatGPT: Here are some instructions on what to (there were many lines and
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links)

Me: I followed your instructions but you say I do not have an account yet you
are taking my money

ChatGPT: Prove it.

Me: Here is a screenshot from the creditl card account. Does seem like I have
an account doesn’t it?

ChatGPT: Yes it seems you have an account and here are some more instruc-
tions.

Me: Those instructions still don’t work. Surely you grasp the irony of this. I
am trying to use your product and pay for it properly and despite your alleged ge-
nius you cannot even get this basic commercial interaction correct. I have blocked
the card so your attempts to get further money will be fruitless and I am consid-
ering going to Claude who are cheaper anyway.

ChatGPT: I don’t think I can fix this.

Then out of the blue a real human contacts me and alleges he can fix the prob-
lem. I am assuming they have hardwired code that picks up the threat of going
to a competitor.

So this is the pinnacle of US AI ! OpenAi cannot even get money from someone
who was willing to pay them. I prostrate myself before their commerical genius.

I believe all these models are actually commercially underpriced for their tech-
nological investment given all the free use that is available but they are also catas-
trophically underpriced in a social sense for the impact they have on resources.
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